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1. Physics and life 
1) Introduction to the course: life is physical 
2) Three examples to set the stage 

i. Modeling and the scaling laws 
ii. Physical constraints and convergent evolution 

iii. Diffusion and the sizes of things 
3) Differences among the sciences and how you study them 
4) Tools for this course 

i. Volume and surface area 
ii. Specific and total quantities: density and mass 

iii. Trigonometry and essentials of calculus 
iv. Orders of magnitude and scientific notation 
v. Estimation 

vi. Units of time, space, and mass; questions of scale 
vii. A universe made of atoms 

5) The natures of things: scalars and vectors 
i. An example: the displacement vector 

ii. Vector addition  
iii. Rescaling: multiplying vectors by scalars 
iv. Vector subtraction 
v. Component notation: addition, subtraction, and equality 

vi. Choosing a thoughtful coordinate system 
6) Decoupled motion and vector components: relative velocity 
7) Multiplying vectors by vectors: the scalar and vector products 
8) Life’s media: air and water 

 

Physics for the Life Sciences: Chapter 1 
 

1.0 Physics and Life 

This book is intended for those who would like to understand life. It is especially well suited for those 
who aspire to one day add to our knowledge of life; for researchers in the life sciences.  

One of the great achievements of 20th century science was to begin revealing the fundamental 
mechanisms of life. As these revelations emerged, the life sciences expanded from their traditional 
domains in biology to include chemistry, physics, mathematics, and engineering. The purpose of this 
book is to help you explore some very foundational elements of physics, especially those most important 
for understanding life. In it, you will learn some of the laws of physics and discover how they enable 
everything that life does. You will also see how the boundaries of biodiversity are defined by the 
constraints physical laws place on life.  

This text is meant to support a year-long exploration of physics as it pertains to life. During this first half, 
we will focus on mechanical and thermal aspects of life, including the fluids in which we live and of 
which we are largely made. Here are some of the many questions we will address. 

• How does the inexorable pull of gravity affect the sizes and shapes of organisms? What must they 
do to move around? 
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Which is a vector with magnitude 2 23 4 5r = + = , and direction θ = tan-1(opp/adj) = tan-11.33 = 53.1°. 

Does it matter physically that we’ve defined this vector in an unusual coordinate system? Not at all. It’s 
always the same vector no matter how we choose to measure it. 

Components and vector equality 

We say that two vectors are equal when both their magnitudes and their directions are the same. It’s also 
true that if any two vectors are equal, each of their individual components (along the x, y, and z axes for 
example) must be equal. So if we have two vectors A and B and they’re equal, we can write: 

 A = B   or Ax = Bx   and   Ay = By    and Az = Bz 

This alternate way of writing things will often be simpler to keep track of than the more general definition 
of vector equality. So a lot of times when we know two vectors are equal we’ll go ahead and write out 
three independent equations, one for each component. Since the equations for each component are just  
scalar equations, they are usually much simpler to work with. 

Velocity vectors: 

So now we have displacement vectors and we have some ideas about how to manipulate them. 
Apparently velocities must also be described with vectors; to completely specify them we need to know 
both how fast things are going and in what direction. We can define a velocity vector, averaged over some 
period of time tΔ , in a straightforward way from the displacement vector: 

 avg
sv
t

Δ
=
Δ

 

As we shrink the length of the period of time tΔ  over which we average, we determine this velocity over 
an infinitely short period of time, and speak instead of the instantaneous velocity: 

 instantaneous 0lim t
s dsv
t dtΔ →

Δ⎛ ⎞= =⎜ ⎟Δ⎝ ⎠
 

Notice carefully what this is. The velocity vector is really just a scaled version of the displacement vector. 
In other words it is just the displacement vector multiplied by a scalar number; the inverse of the time it 
took to make this displacement (1 tΔ ). What this means is that the velocity vector always points in the 
same direction as the displacement vector. 

Because motion takes place in three spatial dimensions, many things we will use to discuss motion this 
semester will be vectors; including forces, accelerations, stresses, flow rates, etc. It is important that you 
understand vectors very clearly, and that's why we're expending effort on them now. 

1.6 Decoupled motions and vector components: 

OK, so looking at vectors by their components is a useful convenience, a nice simplification of some 
problems. It is also useful because the motion of objects along different directions can often be 
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Fortunately, the precise nature of the gravitational force law allows a remarkable simplification. For a 
force of just this form (dependent on the product of the masses and inversely proportional to the square of 
the distance) it can be proven that the force exerted by a spherical shell of mass on an object outside the 
shell is exactly the same as the force which would be exerted if all of the mass of the shell were located at 
its center. This ‘shell theorem’, first proven by Newton to solve exactly this problem, makes it easy to use 
the universal law of gravitation to predict the weight of a person standing on the Earth’s surface.  

Think of the Earth as constructed of many shells, one nestled inside the next. Each shell exerts a 
gravitational force exactly as it would exert if all its mass was concentrated at the center. Since each shell 
does this, the force from the whole spherical Earth is just what it would be if all the mass of the Earth 
were concentrated at its center. Since a person standing on the surface of the Earth is one Earth radius 
from this center, the gravitational force experienced by such a person is: 

 2 2
Person Earth Earth

Earth Person Person
Earth Earth

Gm m GmF m
R R−

⎛ ⎞
= = ⎜ ⎟

⎝ ⎠
 

Notice that while the mass each person on the Earth is different, the mass and radius of the Earth don’t 
change. Combining the constants shown in the parentheses above we get: 

 
( )( )( )

( )

211 24

2
26

6.67 10  N m/kg 6 10  kg
9.8 m/s

6.4 10  m

−× ×
=

×
 

This combination of constants, which has units of m/s2, is just the constant ‘g’ invoked in the section 
above. This derivation shows how the very simple phenomenological force law described above, 
W mg= , emerges from a much more fundamental understanding of how gravity works. It also allows us 
to consider how accurate we might expect this simple model to be.  

First, how accurate is the approximation that everything near the surface of the Earth is actually a distance 

EarthR  from its center? The Earth is not a perfect sphere. It is covered with mountains and deep ocean 

trenches. These are not, however, very large compared to the size of the Earth. The difference in height 
from the deepest ocean trench to the top of highest mountain is 19,700 m. This is about 0.3% of the 
Earth’s radius. An object moving from the bottom of the Marianas Trench to the top of Mount Everest 
would experience a change in weight of about 0.6%. So this is only important if we are demanding rather 
high precision. 

In addition, the Earth is not a perfect sphere. It is slightly flattened, so that a point on the equator is farther 
from the center of than a point at the poles. This causes a similarly slight increase in weight, about 0.5%, 
as an object moves from the equator to the poles. There are other small effects which alter the apparent 
weight, but do not affect the actual gravitational attraction of the Earth, like the buoyancy of the air and 
the rotation of the Earth. The upshot of this discussion is that none of these effects are important at even 
the 1% level.  
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When will an object "tip" over? Any time the center of gravity of an object is not above the supporting 
surface of the object it will tip. Once the center of gravity moves past the support point, gravity exerts a 
torque which tends to tip the object over. 

Consider these pictures to get an idea of how this 
works. As we tip this stiff little person over he is, at 
first, stable. We’re still raising the center of gravity. 
Eventually, the center of gravity moves outside the 
support point, and is now moving downward. This 
is unstable. 

A quantitative example of rotational equilibrium: a truck on a bridge 

A first quantitative example comes from analyzing a truck driving over a bridge supported on its two 
ends. What might we like to know about this? Imagine we know the weight of the truck, and we want to 
know how much force must be applied by the right and left hand supports as the truck moves across the 
bridge. This is just the sort of thing an engineer or an architect might need to know to make sure the 
bridge is safely constructed. 

 

We need to draw a free body diagram for something. Let’s begin by considering the forces on the bridge 
slab; the road itself. There is an upward force on each end, a downward force of the weight of the bridge, 
and a downward force due to the weight of the truck. 

 

We can find the magnitudes of FL and FR by using the equations of equilibrium. There are no forces in the 
horizontal direction, so we sum the forces in the vertical direction, taking up to be positive. 

 y L t b RF F m g m g FΣ = − − +  

    FL      mtg    mbg                 FR 

x 

L
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We will start by examining one particular kind of friction, the sliding friction which occurs when two dry, 
solid surfaces slip across one another. This is the force which causes a book to slow to a halt when you 
slide it across the table. 

Force laws: phenomenological and fundamental 

To understand complex forces like friction, we often will seek a ‘force law’. Such a force law is a 
mathematical model, an equation, which will tell us how large a force on a body would be if it had a 
particular set of properties (such as mass, composition, surface condition etc). Establishing force laws is a 
basic task in physics, and the force laws which we derive tend to fall into two categories: fundamental and 
phenomenological. As we have seen, there are only a few fundamental forces. But these forces often act 
in complex ways which are better described by approximate phenomenological force laws. We don’t 
mean to suggest that phenomenological force laws are not accurate reflections of reality or that they aren’t 
“true”. Such models are sometimes extremely precise. It’s just that by acknowledging that they gloss over 
details, we confine these models to being “true” with a lower-case t. We know for sure that there are other 
details hiding beneath the general principles these models encode. 

To find a force law, we first try to describe the basic behavior. We try to predict correctly the 
approximate size and direction of forces; to understand approximately how these forces will change when 
we alter the objects in question. We might call this understanding the problem in the "first 
approximation". Once we have a handle on the basic behavior, we look at things at the next level of detail 
(in the second approximation), and so on. Phenomenological laws are never perfect, but they can be 
enormously useful, and in complicated cases like friction they are absolutely necessary. 

It’s worth remembering here that the structure and behavior of living systems is often extraordinarily 
complex. As a result, living systems almost always require description with this sort of phenomenological 
approach. Quantitative models of biological systems almost always begin simple, then gradually add 
complexity, and accuracy, in this way. Mathematical modeling of this kind is an increasingly important 
part of life science research. New work in these areas is very vibrant, and is reflected in research 
programs with names like Mathematical Biology, Biostatistics, and Complex Systems. 

5.2 How does friction act? 

Friction always acts to resist relative motion between two surfaces which are in contact. Let's consider 
two examples to see what this means. First the simplest: imagine I slide a block over the table. I push it 
for a bit and then let it slide to a halt. While it is sliding to a halt the friction between the surfaces will 
generate the force which acts to prevent this motion, slowing the block down until it stops. 

 

Direction of 
Motion 

FN 

W 

Ff 
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Instants and Intervals of Time: 

Time too must be measured. We measure time by comparison to something which happens regularly. 
What do we compare to? Over the years, many steady timekeepers have been used. The oldest are 
astronomical, including the rotation of the Earth and its orbit around the Sun. These allow us to mark off 
days and keep track of the years. To measure shorter periods of time requires something which repeats 
more often. For this purpose, many different tools have been used, including the pulse, water clocks, 
masses on springs, pendula, and more recently the very regular, rapid oscillations of quartz crystals and 
atoms. 

In a manner very similar to the way we described positions and intervals of distance, we also talk about 
instants and intervals of time: 

 
1

2

21 2 1

time of a particular instant when something happens (an 'event')
time of a second instant when something else happens

interval of time between two events

t
t

t t t

=
=
Δ = − =

 

Like a position, an instant ( 1t  or 2t ) is a location in time. It's really just a marker, without units. Only an 

interval, the time between two instants, has units of seconds. 

Motion: position vs. time histories 

Since each position is  corresponds to a particular instant it , we can represent the series of events which 

makes up the motion of an object graphically. This is an example of a position-time graph for a motion: 

 

If the motion is smooth we can reliably fill in the history between these specified points with a continuous 
curve describing the motion. This curve is a model for actual motion of the object. What does the above 
picture describe? This object starts at the zero point. It remains there for a bit, not moving as time passes. 
Then it begins to move to the right, speeding up for a while, and slows to a stop at a positive position of 
about 100. Interpreting position time graphs properly can be very helpful. In class we will do quite a bit of 
practicing. Now we want to extend our discussion of motion to include the idea of speed. 
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are called ‘non-inertial’. In general, we will analyze what happens from the perspective of inertial 
observers. But we should always remember that our own motions are ever changing; the Earth rotates 
every day, and orbits the sun every year. So although we are nearly inertial observers, in detail we are not. 

7.2 Duration of force and impulse: 

There is an alternate way of looking at Newton’s second law which is quite instructive. If we rearrange 
this equation as: 

 F t pΔ = Δ  

we can explicitly see that to obtain a certain change in momentum we can either use a large force for a 
short time, or a small force for a long time. The product of force times time is what creates momentum 
change. This product is called “impulse”, and in some ways its action is easier to understand than force. 

We can turn this around productively. If we see a certain momentum change, we know how large the 
impulse was. Then, if we know about how long the interaction was happening, we can estimate the 
average size of the force. 

Here’s a simple example. I run to the East at 2.5 m/s. Then, rather quickly, in a half second or so, I stop, 
turn around, and run back to the West at 2.5 m/s. About how large is the force which must act on me to 
alter my motion in this way? Newton’s second law gives us what we need to find out. How does my 
momentum change?  

 f ip p pΔ = −  

My initial velocity is 2.5 m/s East. Let’s call East the positive direction, and West negative. My mass is 
about 80 kg. So my initial momentum is: 

 80 kg 2.5 m/s 200 kgm/s ip E= × =  

The final momentum has the same magnitude, but is in the opposite direction: 

 80 kg 2.5 m/s 200 kgm/s fp E= ×− = −  

Putting these together, we get 

 200 kgm/s 200 kgm/s 400 kgm/s f ip p p E E EΔ = − = − − = −  

In this answer, the minus sign simply means in the negative, or West, direction. Now we get the force: 

 2400 kgm/s 800 kgm/s  800 N 
0.5 s

p EF E E
t

Δ −
= = = − = −
Δ
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is very like a system in which we create increased gravity, which then acts as ordinary gravity would to 
separate these materials in suspension. 

This ability to emulate the effects of large accelerations is used in pilot training as well. For this purpose 
room-sized centrifuges swing a person around in a circle to create accelerations ten and twenty times 
larger than ordinary gravitational acceleration. This is done because pilots and astronauts may experience 
such large accelerations while flying through sharp turns, and experiencing them first in a safe, 
controllable environment has proven an important safety step. 

Using uniform circular motion as a model for more complex motions 

There are two important comments to make about this. First, you might have guessed that the acceleration 
would be towards the center of the circle. If it was not always perpendicular to the motion, the object 
would either speed up or slow down along its direction of motion. Second, you can use this to 
approximate the acceleration perpendicular to the motion for any object traveling in a curve, especially 
when it’s traveling at approximately constant speed. Just estimate the "effective radius of curvature" effr
of the curve at that point and calculate: 

 
2

eff

va
r⊥ =  

Note though, this won't tell you about acceleration along the curve. How does this work? Consider the 
picture drawn below: 

 

Imagine this is the path of a horse which gallops along a winding road at constant speed. At each of the 
three points (A, B, and C) shown, the direction of the horse is changing, so there must be an acceleration. 
How large is each? Since the speed along the path is always the same, we’ll just call that v . At point A, 

the horse is turning with a “radius of curvature” Ar , so the acceleration it experiences is approximately 
2

Av r . You can similarly estimate the acceleration at B and C.  

A 

B 

C 

rA 

rB 

rC 
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18.3 m18.3 m      or     0.41 s
45 m/sixx v t tΔ = = Δ Δ = =  

How far does it drop in this time? 

 ( ) ( )( )2 221 1
2 2 9.8 m/s 0.41 s 0.82 m 32iyy v t g t ′′Δ = Δ − Δ = − = − −  

When the ball is half-way, it has dropped only one fourth as much: 

 ( ) ( )( )1 1
2 2

2 221 1
2 2 9.8 m/s 0.2 s 0.20 m 8y g t ′′Δ = − Δ = − = − −  

Now think about what happens if the initial speed is reduced to 85mph (37.9m/s): 

 

1
2

18.3 m 0.48 s (only 15% different)
37.9 m/s
1.1 m ( 44 )
0.28 m ( 11 )

t

y
y

Δ = =

′′Δ =
′′Δ =

 

The batter, trying to predict where the ball will be when it arrives, has to look out and see how 
much the ball drops at the half way point. The difference he’s looking for is just a few inches, 
while the ball is still about 10 meters away. Then in the remaining 0.2 seconds, the batter must 
adjust their swing for a pitch which may differ in location by 12", all the while swinging a bat 
which is officially "not more than 2 3/4" in diameter at the thickest part". With these calculations 
in hand, it is perhaps not so surprising that someone who can reliably succeed in this task even 
one third of the time might be so highly valued in the major leagues.  

8.5 More complex cases: projectiles with air friction and beyond 

In this chapter we first explored the basics of the connection between the two and three dimensional paths 
of objects and the forces which act on them. Then we explored the details of two special cases of 2D 
motion; uniform circular motion, and motion under the influence of a single constant force. In each of 
these two cases, we were able to derive some simple, very specific predictions. While these circumstances 
are rarely encountered in detail, these situations provide approximate models which are useful in 
describing many real world circumstances. 

What should we do when the forces which act are not so simple? What if they change with time, varying 
in both magnitude and direction? How can we hope to predict the motion of an object subject to complex 
forces like this? In fact these problems are not much more difficult than what we have done above, and 
our solution of them relies on the same fundamental approach. If we know what the acceleration of an 
object will be at every moment, we can predict its path as accurately as we like. Newton’s second law 
tells us how to find the acceleration; we simply have to know the forces. This is how we determine the 
motion of objects, by combining Newton’s second law with our knowledge of force laws, which allow us 
to predict the force which will act on an object given some knowledge of its properties and circumstances. 
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 21
rotating disk disk2KE I ω=  

Notice how completely parallel this is to linear motion. For linear motion, kinetic energy is given by one 
half times the inertia times the velocity squared. For rotational motion, kinetic energy is given by one half 
times the rotational inertia times the angular velocity squared. 

How does rotational kinetic energy change? Once again, analogy gives a clue. Rotational kinetic energy is 
changed by rotational work. 

 rotation rotationalW d KEτ θ= = Δ∫ i  

When a torque acts while an object rotates through some angular displacement, rotational work is done. 
When a force acts while an object moves through some distance, ordinary work is done. In both cases, the 
total work done on a system is equal to the change in kinetic energy of the system.    

9.6 Quantifying energy in technology and life: some comparisons 

Energy makes everything happen, including life. It is essential for humanity. Ingested as food it enables 
our bodies to work the machinery of life. We bring energy into our homes to maintain warm surroundings 
in the winter, and expel it to keep things cool in summer. We invest energy in ourselves and our products 
to get them moving, and remove it again to bring them to a stop. Nothing that happens occurs without the 
transfer of energy. As a result, energy is a commodity we regularly pay for.  

Oddly, we don’t pay for energy in its natural units. You can’t go to the gas station and buy a Joule of 
gasoline or of candy bars. We pay instead for quantities of the materials which store energy, a gallon of 
gasoline or a Milky Way bar. When you purchase electricity you do pay for energy, but it is usually not 
accounted in Joules. Most of it is measured in a funny mixed unit called a “kilowatt-hour”. For one 
kilowatt-hour of electrical energy, you might pay 9 cents.  

What is this unit really? One kilo-watt hour is 1000 Watts * 3600 seconds = 3.6x106 Joules. That’s right, 
3.6 million Joules; an awful lot of energy. Perhaps a comparison will help put it in context. If you weigh 
80 kg, you’d have to be moving at 300 m/s to have this much kinetic energy. That’s about 675 mph, a 
healthy (or maybe unhealthy) speed indeed! If someone said they’d speed you up to 675 mph for 9 cents, 
you’d probably think it pretty cheap. 

Right now, people in the US use, on average, about 8000 kilowatt-hours per year. That’s about 22 
kilowatt-hours per day. The cost at current rates is a few dollars a day, and hence not prohibitive. 

Another comparison might be helpful. To stay alive, you have to eat regularly. A typical adult diet might 
contain 2000 Calories a day. The “Calorie” of nutrition is equal to about 4184 Joules, so the 2000 
Calories a day you need provides about 8.4x106 Joules of energy. What would this daily consumption of 
energy be in the electrical units we pay for, in kilowatt-hours? The 2000 Calories a day you must 
consume is about equal to two kilowatt-hours. If you paid as much for your food energy as you do your 
electrical energy, your daily meals would add up to about 20 cents a day. 
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To achieve the maximum loss in kinetic energy, we should have ball two move off with a velocity just 
one half of the velocity ball one arrived with. OK, that’s tells us what ball two is doing. What does ball 
one do in this case? Going back to the momentum conservation equation we started with: 

 1
1 1 2 2

i
f i f

vv v v= − =  

So both balls move off at the same final velocity. They stick together!  

This result, derived here for the simple collision of identical objects in one dimension, is generally true. 
The way to lose the maximum amount of kinetic energy in a collision is to have the two objects stick 
together. In totally inelastic collisions, collisions which lose as much kinetic energy as possible while still 
conserving momentum, the objects always stick together. Remember, they generally don’t lose all the 
kinetic energy and come to a stop; most of the time this would violate the conservation of momentum. 
But when the colliding objects stick together, they do lose the maximum amount of kinetic energy which 
they can. 

Collisions between two balls with different masses 

Now consider the same kind of collision in just one dimension, but now let’s analyze what happens when 
the balls which collide have different masses: 

 

Now we can write the momentum conservation equation as: 

 ( )1 1 1 1 2 2 2 2 1 1 2      or        i f f f i fm v m v m v m v m v v= + = −  

Just as with the case of identical balls colliding, momentum conservation alone does not provide enough 
information to solve for both 1 fv  and 2 fv . As before, we can solve for the final motion if we add a 

statement about what happens to the energy. If, for example, we specify that this is an elastic collision, we 
can write: 

 ( )2 2 2 2 2 21 1 1
1 1 1 1 2 2 1 1 1 2 22 2 2       or      i f f i f fm v m v m v m v v m v= + − =  

factoring the left hand side we have: 

m1v1i 

m1v1f m2v2f 

Before the collision 

After the collision 

m2 
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in front of the oscillatory cosine function. This coefficient 2b m  is sometimes rewritten as 1 τ , where τ  
is the ‘decay time’ of the system. Making this substitution, we can write the amplitude in this form: 

 
t

Ae τ
−

 

From this, you can see that the amplitude of oscillation falls off by a factor of 1e−  when t τ= . 

In addition to the declining amplitude the oscillations of the damped oscillator take place at a lower 
frequency than they would in the undamped ( 0b = ) case. As the damping becomes larger, this shift in 
frequency gets larger and larger, until eventually the frequency goes to zero and no oscillations ever 
occur. 

As 2b m  gets closer to 0ω , the frequency of oscillation falls, until at the limit 0 2b mω = , we have zero 
frequency and an infinite period. So remember that two things happen with damped oscillations: 
 

• The amplitude drops exponentially with time 
• The frequency is shifted lower 

 
Now this set of mathematics give specific predictions for the particular case where friction is proportional 
to velocity. But these basic facts, that in a damped oscillator the amplitude will gradually drop to zero and 
the frequency will be shifted lower, are true for any kind of damping. That’s why we introduced the basic 
ideas before doing this one mathematical example. 

12.5 Natural frequencies of oscillation 

We have seen that oscillators, if disturbed, will oscillate with a frequency that is determined by a balance 
of the strength of the restoring force and the inertia of the system. In the derivation above, we have added 
to that an adjustment based on the strength of the damping experienced by the system. But it is still the 
case that, for any oscillator, there is a ‘natural frequency’ at which it will oscillate if you disturb it. How 
do you find this natural frequency? This is simple, just disturb it and watch to see what frequency it 
oscillates with. For example, if you want to know the natural frequency of a playground swing is, you just 
get on and push off. You’ll oscillate back and forth and can measure the natural frequency.  

Driven oscillations and resonance 

As we mentioned at the start, it is often important to consider what will happen to an oscillator if you hit it 
with a periodic force. Most often this happens because two oscillators are sitting next to one another (like 
two atoms in a solid) and once one starts oscillating it repeatedly strikes the next.  

How might we model this mathematically? We could start with the equation we wrote for a damped 
oscillator and now include a new ‘driving’ force in the equation. 

 ( )
2

driving2

d x dxF ma m kx b F t
dt dt

= = = − − +∑  

This is typically rewritten as: 
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depends on temperature, pressure, and the radius of the atom r . For typical values in a cold gas, this 
mean free path is around 10-7 m; not very far at all. You get the typical time between collisions from 

 mfp
mean

rms

d
t

v
=  

 and putting in typical numbers you find times around 10-10 s.  

So when you picture atoms rattling around in a gas you should imagine they have around 10 billion 
collisions a second, each time traveling around 0.1 μm between collisions. Atoms moving like this 
conduct what’s called a “random walk”, something like what’s illustrated in this picture. During this 
walk, they gradually move away from where they started. Since it is a random process, you can’t predict 
exactly how far or in which direction any particle will move, but you can statistically predict how far 
particles will move on average. 

 

 The diffusion coefficient and timescales 

It turns out this distance is characterized by the “diffusion coefficient”, which for an ideal gas is 
sometimes defined as: 

 1
rms mfp2D v d=  

Notice that it depends both on how fast things are moving and how far they go between collisions. In fact 
the diffusion coefficient for different situations is often measured, rather than calculated from first 
principles. The units of the diffusion coefficient can be seen from the definition to be m2/s. 

Using this definition for D, the rate at which particles move away from where they start due to this 
random walk is given by: 

 rms

rms

6

2

r Dt

x Dt

=

=
 

In these relations, rmsr  is the root-mean-square distance away from the starting point in three dimensions, 

while rmsx  is the root-mean-square distance in a single direction (like x for example).  

What’s important to notice about this? First, the distance traveled varies like the square root of the time. 
So if you want a particle to diffuse twice as far it will take four times as long. Second, the distance 
depends on this diffusion coefficient, and hence on rmsv  and mfpd . As a result, small, light atoms will 
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near replicas of themselves, then expend these resources, always at the expense of substantial increases in 
entropy. 

We have seen that outcomes which increase entropy are statistically likely; so likely as to be inevitable. In 
this way of thinking, life may be made likely by the same mechanisms which cause other cyclic 
phenomena in open thermodynamic systems like weather on the Earth. If this is so, life (whatever it is) 
should exist anywhere in the universe where conditions allow it. This prediction presents science with one 
of its most tantalizing challenges for the future. If we understand life, we really should find it in many 
places. There’s a real chance this will happen during your life, and perhaps one of you will find it. 

Life and motive force 

Another feature we identify very strongly with life is the ability to get up and move around. Granted, 
much of life is vegetative; moving little, if at all. Still, for most of human history, the ability to move 
unaided by something like gravity or the wind was the sole province of life. The only way to reliably get 
things done, to act in the world, was to get a living thing to do it. People have always applied their own 
motive force to transport themselves and do things like digging ditches and harvesting grain. Very early 
on, they began to appropriate the motive force of other animals; riding horses, yoking oxen, using dogs 
and falcons to chase down prey. Borrowing the motive force of animals helped to enable a first great 
round of human population and cultural growth. We still recognize this heritage when we measure the 
power output of a system: 1 horsepower is approximately 745 Watts. 

There is a long history of attempts to convert thermal energy to motive force through 
engines. The earliest known is the so-called aeolipile of the ancient world, described 
by Hero of Alexandria around the year 50 AD, among others. This device is really a 
kind of rocket, in which steam produced by boiling water, escaping through a pair of 
oppositely directed nozzles, generates a torque which rotates the vessel. It is not 
known whether this device was used to accomplish anything other than to delight. It 
seems to have been used primarily to impress, and it was wonderful; a device which 
could turn heat into organized motion. It seemed alive. 

It took more than 1500 years before a new generation of steam engines would be harnessed to provide 
access to seemingly limitless motive force. Steam engines could apply larger forces, at higher speeds, 
than draft animals. They didn’t tire, and could make use of seemingly limitless supplies of coal. The first 
widely known and effective commercial engine was the Newcomen engine, used to pump water from 
mines. This was followed by a flurry of innovation, especially in the hands of James Watt and his 
collaborators. These early inventors made their progress with no deep scientific understanding, tuning 
their devices with great skill, but lacking a theory to guide their understanding of efficiency or to tell them 
what limits might apply.  

During the early 19th century a group of European scientists, including Sadi Carnot in France, William 
Rankine and William Thompson (later Lord Kelvin) in Scotland, and Rudolf Clausius and Hermann 
Helmholz in Germany, developed a rich and powerful theory called thermodynamics which explains the 
action of engines, provides guidance on how to optimize them, and shows clearly what their fundamental 
limits are. Along the way, the understood the conservation of energy, invented the concept of entropy, and 
were for the first time able to explain why some things happen in the world while others don’t.  
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When they do, they bond there, pulling the liquid behind them up as well. How rapidly this will happen 
depends on the temperature of the liquid as well as how strong the interaction between the liquid and the 
solid is. 

How far can this adhesion pull a liquid up like this? Since the liquid is, in the end, hanging from its 
surface tension, the total upward component of the surface tension force is: 

 ( ) ( )upward liquid-gas length of contact cosF γ θ= × ×  

Often, in large vessels, like a glass of water, this doesn't matter much. You can see the liquid pulled up at 
the edge, but it does little to the bulk. The situation is different when the tube you insert is very small. In 
this case you sometimes have enough force from this “capillary effect” to lift the fluid pretty far up the 
tube. Let’s work out how far. 

 

The upward force for a circular tube like this is: 

 ( ) ( )upward liquid-gas column2 cosF rγ π θ=  

This force pulls up on a column of liquid with weight: 

 ( )2
weight liquid columnF r h gρ π=  

Capillary action will lift the fluid until the forces balance: 

 ( ) ( ) ( )2
liquid column liquid-gas column2 cosr h g rρ π γ π θ=  

or 

 
( )liquid-gas

liquid

2 cos
h

gr
γ θ

ρ
=  

In the limited case of perfect wetting, where 0θ = , liquid-gas liquid2h grγ ρ= . 
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fluid to a stress depends on both the viscosity and the density of the fluid. Both the inertia and the  
viscosity of a fluid affect how quickly flows will start and stop. So it is often useful to talk about the 
kinematic viscosity of a fluid: 

 Kinematic viscosity ηυ
ρ

= =  

This kinematic viscosity, in a sense, compares the ability of friction in the fluid to stop the flow to the 
inertia of the fluid. A fluid with a lot of friction will quickly damp out any flows which begin. A fluid 
with high density will produce flows which continue for a long time. The symbol υ  is often used when 
referring to kinematic viscosity. 

A good example is provided if you imagine spinning a bucket of water or a bucket of air. If you do spin 
both for long enough to have the internal fluid spinning with the bucket and then suddenly stop the bucket 
itself. The fluid will continue to rotate for some time. A whirlpool of air stops spinning much faster than a 
whirlpool of water, because although the viscosity of air is 50 times less than that of water, the density is 
1000 times less. So although there is somewhat less viscous force available to stop the air, much less is 
needed, and it stops much more quickly. The difference in kinematic viscosity of these two expresses this 
different response to change much better than a simple comparison of their viscosities. 

18.4 Real fluid flow and turbulence 

We have been discussing fluid flow which is smooth and laminar, neatly layered and without mixing. But 
that’s not what we often see in fluid flow. Instead we see a swirling mixing of fluids, a much more 
complicated flow in which stability is never evident. What causes this turbulence, and what marks the 
transition between smooth flow and turbulence? 

When the motion of a fluid is dominated by internal friction, by viscous drag, the flow will always be 
smooth. Any deviations from smoothness will be “damped out” by the friction before they have a chance 
to become large. This is what you usually see when you pour highly viscous liquids like honey or syrup. 
Just try mixing a jar of honey with a spoon and you’ll see what I mean. 

On the other hand, when fluid friction is small and something disturbs the flow even slightly, bits of the 
fluid which are knocked out of place will be able to travel far from where they would be in smooth flow 
before viscous effects stop them. This allows them to affect other parts of the fluid before they are 
stopped, leading to a kind of cascade of confusion. This is what you usually see in the flow of air, perhaps 
most clearly when you look at the smoke from a recently extinguished candle. Swirling around, it doesn’t 
take long for the smoke to be well mixed with the air around it. 

Reynold’s number as the thing which characterizes fluid flow 

Somehow the important thing is the balance between the inertia of a bit of the fluid, and the size of the 
viscous forces acting on it. What follows is a generic discussion of how these two things might vary with 
the parameters of the material. 
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