
Econometrics 2 Notes 

Lecture 1 – Causal Regression 

Econometrics is the art and science of using statistical methods for the measurement of economic relations. 

An economic relation is a relation between economic variables and is measured by regression analysis. 

The three key uses for regression models are: description and data summary, predicting the future and predicting 

the results of interventions. 

Let’s start by looking at how we apply regression in the “perfect” case where they can imply causality, this is done in 

randomised experiments. 

Potential outcomes framework is one way to describe causality. We take Yi 

to be the observed outcome based on a binary treatment indicator of Xi, 

with each individual having two possible outcomes based on the application 

of the treatment (or not), see → 

Need a clear counterfactual (i.e. opposite and exclusive case) in order to 

derive causality. For example, treatment or no treatment in an otherwise identical environment. 

A causal effect (or treatment effect) is a contrast between potential outcomes for an individual, a population or a 

population subgroup, note that it is not across different groups. A fundamental problem is that only one outcome is 

observed, i.e. we don’t see both cases (no-treatment and treatment) for the same individual and so precise 

individual causal effects are never observed. 

Prima-facie contrast effect – different between the mean of 

the treatment group and the mean of the control group (line 1 

→). Since, this is across different groups, it is not a causal 

effect. ATT is Average Treatment Effect on Treated. We can 

remove selection bias by random assignment of treatment. 

This makes the treatment variable independent of the potential outcomes and the prima-facie contrast effect should 

be equal to the ATT, and by extension the average treatment effect (on the whole population, both treated and 

untreated).  

RCT – randomised control trial is a good experimental 

model to consider the simple linear regression model. The 

randomisation means that the covariance between 

treatment and the residuals is zero, and thus the slope 

coefficient represents the causal effect of X on Y. 

Lecture 2 – Descriptive Regression and Conditional Expectation Function 

CEF – conditional expectation function, same as studied in PFI, recall that 

E(Y|X) is a function of X. See definition of PRF (population regression 

function, same as MAS). β is the vector that minimises the mean of the 

squared residuals (OLS method). Simple linear 

regression – OLS with only one regressor (i.e. β1).  

Example 1: “Are Emily and Greg more employable than Lakisha and Jamal? A field experiment on Labor 

market discrimination.” (Bertrand and Mullainathan, 2004). 

Treatment is X, black if applicants first name sounds African-American. Outcome is Y, whether they get an 

initial phone call interview.  

Found an intercept term of 9.6%, with negative causal effect of -3.2%. Implies that African-American names 

reduce the chance of a call back by 33%, which is indicative of major labour market discrimination. 

 

𝐵1 =
𝐶𝑜𝑣(𝑌𝑖 , 𝑋𝑖)

𝑉(𝑋𝑖)
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This estimation of V requires two components (ΩXU and ΣXX) as shown in 

the given expression above. Deriving estimators for these is simple and 

shown above right. Up until this point, we have not assumed homoskedasticity, which is defined on the right. The 

esimator for V on the right therefore is for our heteroskedasticity-consistent 

standard errors.  

For homoskedasticity-only standard errors, the 

simplifying assumption allows us to simplify the 

expresion for V and as such is the most commonly 

used standard error.  

 

From here on, we will always use HC standard errors since they are robust for both Hetero and Homoskedasticity. 

Lecture 14 – Asymptotic Properties of 2SLS 

As distinct from OLS, 2SLS models typically include some bias when 

estimators are in exact form. We are not concerned by this because 

the estimator is consistent and therefore is asymptotically unbiased.  

The first stage of our 2SLS is clearly consistent since it is simply an OLS 

model of Z on X. Thus, we can move to derive a probability limit for 

our 2SLS estimator.  

IV relevance is a necessary condition for the first matrix in the expression (Σ𝑋𝑍Σ𝑍𝑍
−1Σ𝑍𝑋)−1 to exist. Thus, IV relevance 

is a necessary (though not sufficient) condition for 2SLS consistency. 

By combining relevance with exogeneity, we can show that our estimator is 

consistent for , this is combined with the asymptotic normality proof below.  

Using the above derived distribution, we can work out an expression for the 

standard errors. Importantly, we do not assume Homoskedasticity, so these 

standard errors are HC and widely applicable.  

Example 4: “Country-Level CO2 Emissions and Economic Activity”  

Scatterplot on the right shows clear evidence of heteroskedasticity. Below 

shows how we calculate HC standard errors in R. Note, HC standard errors 

do not always have to be larger than their default equivalents.  
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Lecture 23 – Multivariate Time Series Analysis 

Today, we shall expand our univariate AR model to the Autoregressive 

Distributed Lag (ARDL) model. The general make-up of this is on the 

right, done for a bivariate model but easily extendable to any number of 

predictor variables. Note also that different predictor variables may have 

a different number of lags included, here we have p lags of Y and q lags 

of X. 

With forecasting, causality is not always important. What we require is 

that a predictor variable has information that can improve our 

forecasts of the outcome variable, the direction of causality is less 

important (since we do not focus on the co-efficient values too deeply).  

To conduct lag order selection, we again use the AIC criteria with any 

combination of p and q to find the one that minimises AIC. We do not 

simply add extra predictor lags to our optimal AR model since the 

greater number of predictors often reduces the need for lags. In order 

to ensure our new predictor variables are adding helpful information, 

we consider the model with zero lags of inflation as well.  

Once we have our optimal number of lags (6 and 1 in this case), we can 

generate our forecasts. However, a key drawback of the ARDL models is 

that these forecasts can only go one period into the future, as shown → 

To combat this, we introduce the Vector Autoregressive (VAR) model. 

This is basically a series of separate ARDL models for each of the 

predictor variables, so we can generate forecasts into the future. To 

simplify these VAR models, we use a constant number of lags (p) for 

each predictor variable in each equation. Again, as with ARDL models, 

we can extend this for any number of predictor variables with more 

equations.  

We must add one further aspect to our time series analysis, that is 

deterministic trends and seasonality. Deterministic means dependent only 

on time and not on any other possible observed or unobserved variables. 

Many time series display long-term trends and recurrent seasonal patterns.  

Some examples of how different values of 𝐸(𝑌𝑡) can be seen in visual plots. 

Up until now, we have assumed that 𝐸(𝑌𝑡) = 𝛽0 or that 

these is no deterministic trend or seasonality. We can have all sorts of trends, 

linear, broken, quadratic and can easily model seasonality with dummy variables. 

Models of these trends or seasonal patterns can be interesting in their own right or 

can be included as part of an ARDL or VAR model (more common in our 

context). Where we have any trends, we want to include this so that the 

trend is not picked up in the errors and thus biasing our estimates. 

Practically, this is very easy and just involves adding t as an explanatory 

variable. 
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