
ECC3600 Week 1 

Introduction To Experimental Economics 

• Experimental economics – a methodology/tool to study economic qs that relies on economic 

experiments 

• The aim of experiments is to establish causality and test hypotheses/theories 

• Spurious correlation – when two variables are almost perfectly correlated but have nothing 

to do with each other 

• Randomisation to treatment and control groups helps experimenters solve the problems of 

third variables, individual differences, etc. Experiments allow for control and replication. 

• However, experiments can be very abstract, and ppants may behave differently under 

observation (experimenter demand). There are also issues with external validity, budget and 

ethics. Not all qs can be answered with experiments. 

 

ECC3600 Week 2 

Types Of Experiments 

What is an experiment? 

• Experiment – an empirical procedure to test hypotheses/theories 

• It provides insights into cause and effect relationships by manipulating variables  

(IVs/treatment). To be sure they are independent, randomisation is necessary. 

What is an economic experiment? 

• The researcher controls certain elements of the enviro. Experiments should be incentivised 

(subjects are paid according to their success aka incentive-compatibility) to ensure subjects 

take tasks seriously and decide according to their real preferences. 

• (almost) No deception: everything in the instructions is true (can omit info). If deception was 

used, ppants may develop trust issues which changes their behaviour in future experiments. 

Place in economics 

• Experiments can be used to test economic theories and hypotheses, and inspire further 

theories (exploratory approach). 

• ‘Wind-tunnel testing’ of economic policies or institutions (like test marketing but for policies) 

• Exploiting behavioural anomalies for paternalistic policies (nudges) 

Types of experiments (Harrison & List) 

• Experiments can be in-between or a combination of types. 

Lab experiment 

• Lab experiment – has abstract instructions, a standard student subject pool, and an imposed 

set of rules 

• The enviro is highly controlled, and therefore artificial and unrealistic. A convenience sample 

means the findings may not be applicable in a real-world setting. 

• Participation is low stakes. 

• The experimental nature of the task is not hidden. 
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Artefactual field experiment (AFE) 

• AFE – has abstract instructions, an imposed set of rules, and a non-standard subject pool 

(from the field) 

• Can use framing in-context, but avoid loaded terms 

• The experimental nature of the task is not hidden. 

• This is used if it is not problematic that subjects know they are in an experiment, but some 

aspects of the lab enviro are too artificial. 

Framed field experiment (FFE) 

• FFE – has abstract instructions, an imposed set of rules, a non-standard subject pool (from 

the field), and field context 

• Additional field elements: 

o Subjects (experts vs students who may not be rep) 

o Commodities (abstract goods with induced constant worth vs real goods with unknown 

worth) 

o Info subjects bring to the experiment 

o Nature of the task (context in which experiment is presented i.e. framing) 

o Stakes (low vs high) 

o Nature of the enviro the subject operates in 

• The experimental nature of the task is not hidden. 

• This is used if it is not problematic that subjects know they are in an experiment, but some 

aspects of the lab enviro are too artificial. 

Natural field experiment (NFE) 

• NFE – has abstract instructions, an imposed set of rules, a non-standard subject pool (from 

the field), field context, natural enviro, and subjects are unaware they are being studied 

• Any variable manipulation happens in the background. 
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History Of Experimental Economics 

Tests Of Theories Of Individual Choice 

Expected utility theory (EUT) 

• EUT – how to make optimal decisions under risk 

• This does not assume risk-neutrality, but rationality. A rational decision maker, whose 

preferences satisfy a set of reasonable criteria, will maximise the EU they get from payoffs. 

• Experiments had subjects participate in games with ops to take or refuse certain gambles. 

Behaviour in the game lead to the construction of utility functions. 

Allais paradox (common consequence effect) 

• A1: $100 

A2: p=0.1 $500, p=0.89 $100, p=0.01 $0 

• B1: p=0.11 $100, p=0.89 $0 

B2: p=0.1 $500, p=0.9 $0 
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• The common pattern is preferring A1 but B2. This is irrational (at odds with EUT). When the 

same thing is added or removed from A1→B1 and A2→B2, the decision shouldn’t change. 

• Independence axiom (independence of irrelevant alternatives) – a choice between two 

alternatives should depend only on outcomes that differ 

Kahneman & Tversky’s common ratio effect 

• A1: $3000 

A2: p=0.8 $4000, p=0.2 $0 

• B1: p=0.25 $3000, p=0.75 $0 

B2: p=0.2 $4000, p=0.8 $0 

• Many prefer A1 but B2. This is irrational and inconsistent with EUT. You choose A1 if U(3000) 

> 0.8U(4000). You choose B2 if 0.25U(3000) < 0.2U(4000). Since the probs are scaled down 

proportionately, the two conditions cannot both be true. 

• When the probs change in small amounts, people become risk-taking instead of risk-averse. 

Lichtenstein & Slovic’s preference reversal 

• If you choose one lottery over another, you value it more. Thus, you should put a higher price 

on it. 

• B1: p=0.8 $200, p=0.2 $100 

B2: p=0.4 $400, p=0.6 $0 

• Subjects choose B1 but put higher values on B2 (riskier). This is preference reversal. 

• When choosing between lotteries, subjects focus on the probs, which favour B1. When asked 

to price a lottery, they use the winning payoff as an anchor, which favours B2. 

• Revealed preference – what people actually do 

 

Tests Of Game-Theoretic Hypotheses 

• Ultimatum game (UG) – the first mover proposes how to divide a sum of money with the 

second mover. If the second rejects, neither gets anything. 

• A game consists of players, each player has a strat, and payoffs vary according to the strat 

combination. Players maximise their expected payoff, knowing that all other players do the 

same (common knowledge of rationality). Predictions can therefore be derived for how 

players will behave. 

• Strategy – a plan that prescribes a choice for every situation in which the rules of the game 

may require the player to decide 

• A complete strat must include the decision for every possible choice. The strat doesn’t have 

to make sense. An unclean strat would be to have a min acceptable offer (MAO). 

• Mixed strategy – an instruction to choose randomly with specified probabilities 

Nash equilibrium (NE) 

• NE – no player can gain by unilaterally changing their strat; it is the best response to every 

other player’s strat 

• Many games have multiple equilibriums. 

• Subgame perfect equilibrium (SPE) – in a sequential decision, the first person decides on the 

assumption that the second person will choose what’s best for them 

• All SPEs are NE, but not vice versa. We find the SPE by backward induction. 
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• Backward induction – look at the final stages and identify the player’s best choice. Given that, 

work backwards to find how previous players foresee these actions and respond with their 

best choice. 

• E.g. one person’s strat is to offer an equal split (or whatever offer), and the other’s is to reject 

anything < equal split and accept anything ≥ equal split. The second’s strat contains a threat 

which is not credible, because if the first offers < equal split, the second may revise their strat 

and accept because it is better than getting nothing. The second will accept every possible 

offer, so the first foresees that and offers the smallest possible amount. 

• The SPE is therefore (99,1) since the first person offers the smallest amount possible (1) 

knowing that the second person will accept their offer regardless. 

• E.g. a robber claiming they will kill you if you don’t give them your money. Because killing 

you would result in them going to prison, you know they won’t kill you, which leads you to 

not give them the money, resulting in a SPE. There are 2 NEs for this scenario. If you believe 

they will shoot you, you will give your money, resulting in one NE. If you don’t believe they 

will shoot you, you will not give your money, resulting in the other NE. 

Prisoners’ dilemma (PD) 

• Two individuals interact by simultaneously deciding whether to cooperate or defect. 

• The dominant strat is to defect. This gives the best outcome regardless of what the other 

player does. However this NE (defect, defect) is not the optimal outcome, which would be 

(cooperate, cooperate). 

 
• In a finitely repeated game, ppants operate through backward induction. The last choice is to 

defect, and every previous choice is made based on the knowledge that the other ppant will 

defect (so there is no point cooperating). The NE is (def, def) (also for one-shot games).  

• In an infinitely repeated game, almost any payoff combination can be implemented as an 

equilibrium (Folk Theorem). There are infinite NEs. After each play, there is a prob that play 

continues (this doesn’t mean the game will actually continue forever) . An infinitely repeated 

game allows a NE of (coop, coop). 

• Grim strategy – one player cooperates until the other defects, then they defect forever 

 

Investigations In Industrial Organisation 

Chamberlain’s experiment 

• Reservation prices were given to sellers for a unit of a fictitious good 

• Buyers have different valuations 

• These RPs and valuations could be organised into demand and supply curves, and the market 

equilibrium could be found (demand = supply). 

• Buyers and sellers would try to find each other in bilateral negotiations to negotiate prices. 

The agreed-on price was noted down for everyone to see. 

• The markets tended to be overcompetitive. QS tended to be > and prices < comp equilibrium. 

• This was a hypothetical scenario and didn’t offer any incentives. 
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Smith’s experiment 

• Double auction market price and number of units: order sellers’ RPs from lowest to highest. 

Order buyers’ valuations from highest to lowest. Find where demand and supply cross. 

• The market is much more institutionalised. Buyers can place bids and sellers can place asking 

prices publicly, and any offer can be accepted by anyone at any time. 

• This generates a comp equilibrium as a guaranteed outcome. This also occurs with the use of 

robots (0 intelligence players) who place and accept random bids. 

Sauermann & Selten’s experiment 

• An oligopoly where 3 firms produce a homogenous goods and compete over 30 periods. The 

firms were of differing sizes (cost conditions differed by size as well). 

• Some info was private e.g. costs and debt positions. Capacities are known by all firms. 

• At the beginning of each period, firms can spend resources to find out the cost conditions 

and debt positions of competitors. 

• Demand is constant over time and simulated (no humans making decisions). The demand 

function is not known, but its shape can be learnt over time (although not eas ily). Price 

determination works in the standard quantity comp fashion. 

• In each period, firms independently set a quantity and the sum of quantities determines the 

uniform price which firms receive for all produced units. Costs can be paid with rev or debt. 

• There are 4 equilibriums involving different kinds of asymmetries. In 2, firms produce different 

output levels, with magnitudes in the same order as the firms’ capacity levels. In the other 2, 

either the small or medium firm, or the medium or large firm produce the same output levels. 

• Play does not tend to settle at any of the Pareto-optimal points (collusion does not emerge). 

Behaviour is heterogenous, and still quite unstable. Given the complex enviro, 30 periods is 

not enough to allow behaviour to settle. 
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Methodology 

Treatments 

• Treatments – variations in experimental conditions 

• Whenever possible, vary one aspect at a time. 

• Factorial design – conduct all combinations along the dimensions you want to study 

 
• However, if you are interested in several dimensions, the number of treatments grows 

exponentially. This means a full factorial design may be impractical, and a fractional factorial 

design can be used. 

• It is also possible to have one treatment as the baseline and vary aspects compared to the 

baseline. 
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• CGs are often a replication of an existing experiment. They serve as a benchmark to compare 

treatments against. 

Within vs across-subjects designs 

• Within-subject design – each ppant is subjected to each treatment 

• Across-subjects design – each ppant only performs the tasks of one treatment 

• Across-subjects is cleaner, since is avoids order effects. You can avoid order effects in within-

subjects by randomly changing the order in which they perform the tasks. 

• Individual choice experiments are typically within-subject. They have long lists of tasks, each 

taking little time. Having a separate group for each would be unaffordable. 

One-shot vs repeated game 

• Benefits of one-shot game: 

o Strong incentive for the decision, since there is only one decision 

o No reputation-building 

o Easy to perform 

o Short duration 

o Cheap 

o Can test game theoretic predictions which often involve one-shot interaction 

o Less exp and learning may be beneficial 

o No order effects 

o Allows the experimenter to identify subjects’ ‘true’ actions rather than testing through 

trial and error or hedges 

• Downsides to one-shot games: 

o Subjects cannot learn the game and adjust strats. You don’t care about inexperienced 

play, since this may be influenced by trial-and-error and confusion. You want to see 

whether behaviour settles somewhere. 

o Limited complexity of the task: subjects may need a few rounds to understand what is 

going on 

o Few data points; more expensive, since you need more ppants to obtain sufficient power 

o Mistakes from not fully understanding the game (confusion errors) 

o Less practical as a stand-alone experiment; may need to be combined with other 

experiments (increases the likelihood that one affects the results of the other) 

• If you need repetition but want to come as close to one-shot interaction as possible, you can 

implement a strangers design. This allows for learning, but minimises repeated game effects  

e.g. reputation building. 

• Strangers design – after each round, randomly rematch the groups in which subjects interact  

• If you are interested in how the same subjects interact over time, match them in fixed groups 

(partners design). 
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• If you want to minimise repeated game effects even further, implement a perfect strangers 

design. However, the number of repetitions is limited. This rules out reputation building 

(though group reputation is still possible). 

• If you play a game with different roles, the number of rounds decreases further. Since 

everybody has interacted with everybody else (at least indirectly), only the entire session is 

an independent observation, so you need to spend a lot of resources for few data points. 

• Perfect strangers design – each subject meets a different partner in every round 

• In finitely repeated games with selfishly acting ppants and unique NE, backward induction 

leads to the single solution which occurs in every match. In multiple-stage games with 

multiple NE, everything is possible and no unique prediction is possible. 

• Occasionally experimentalists try to implement infinitely repeated games. After each round, 

there is a prob that another round is added. It is possible that play never stops, but unlikely. 

Length of play will vary greatly, which makes data analysis very difficult. The duration of the 

experiment is therefore determined by the experiment. 

Statistically independent observations 

• Most stat tests require the observations of a sample to be independently drawn (individual 

draws are not correlated). Violations of stat independence can lead to false positives. 

• In eco experiments, behaviour is naturally correlated. Even in a perfect stranger match, 

behaviour can be indirectly influenced. 

• Subjects are independent if they haven’t interacted with one another or received feedback 

about each other’s behaviour in the experiment. E.g. in a PD experiment under partners 

matching, each pair is an independent observation. 

• A purist view is that only entire sessions be considered independent . Ppants’ behaviour in a 

session could be exposed to a common circumstance that influences their behaviour. 

• The lab’s standardised procedures and random recruiting systems are sufficient that these 

factors should not matter much. In AFEs it may be more relevant. Often these are conducted 

in improvised labs and ad hoc recruiting of subjects, making cross-contamination more likely. 

• If you have an experiment with large matching groups (highly aggregated data) in which only 

a session is an independent observation, you may get meaningful results with 6-8 

observations per treatment, because you have to run stat tests on session averages. 

• Data from individual choices is much more variable, such that ≥ 30 observations per 

treatment are typically needed. Even if someone makes multiple decisions, this is still only 

one independent observation. 

• Power calcs are not possible for nonparametric tests. We cannot calc how many observations 

are necessary to determine effect size. 

Non-parametric statistical tests 

• Most stat and econometric methods are parametric, meaning they assume that variables in 

the pop are normally distributed, or that as sample sizes grow sample means become 

normally distributed. 

• Due to our strict requirements of independence, we rarely have sample sizes large enough to 

warrant this assumption. Therefore, we need non-parametric methods to test whether an 

observed treatment difference is stat signif. 
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• The role of stat testing is to check how likely it is that such an extreme distribution would 

happen by chance. E.g. a 0.05 p-value means there is a 5% chance of obtaining these results 

due to random chance. 

• The Fisher’s and Mann-Whitney U tests are typically applied in across-subjects experiments. 

They require that the two samples are drawn independently. 

Fisher’s two-sample randomisation test 

• H0: the two groups were drawn from the same pop 

H1: the two groups were not drawn from the same pop 

• This is based on the logic that the treatments may have been drawn from the same pop and 

assigned randomly to treatment 1 or 2. 

• To see whether our result is stat signif, we must know how many random re-labellings there 

could have been. However this is not practical, because as the sample size grows, the number 

of possible re-labellings grows factorially. 

 
o N – number of observations 

o n – number of observations per treatment 

• Compute the test stat (e.g. average) for all possible ways to arbitrarily relabel the samples. 

• One-sided p-value = Number of cases as or more extreme than ours ÷ Total possible cases 

Mann-Whitney U test 

• This follows the same permutation logic but applies it to ranks rather than session averages. 

• Sort observations according to their value and assign each a rank. This way you only need to 

compute the sum of ranks in the two treatments. 

• Use a formula to test for stat signif. The downside is that you do not use all info you have 

about the samples. This may lead to slightly less power than Fisher’s test. 

Statistical tests for within-subject experiments 

• In within-subject experiments, the samples are not drawn independently. 

The binomial test 

 
• H0: a positive and negative difference are equally likely 

H1: they are not equally likely 

• Compute the prob of getting 6 positive differences (p=0.14 one-sided, which is not signif) 
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